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Service Level Agreements

How to make them work for you.

 This paper addresses the problem of structuring and negotiating Service Level Agreements (SLAs) with vendors of out-sourced network and computer services.  As the range and scope of out-source offerings continues to proliferate, and many new entrants into the “ASP” space, the combination of new offerings, new vendors and greater dependence on out-sourcing makes the need for SLAs more and more important.  While the specifics of a particular situation will dictate the details of any such agreement, there are general guidelines and approaches that can be productively employed in a wide range of situations.  The goal of this paper is to present these approaches and illustrate their use in creating thorough and comprehensive Service Level Agreements.
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Introduction

As the prevalence of outsource relationships in the computer and networking space proliferates, the need for solid Service Level Agreements (SLAs) increases. These SLAs must adequately ensure that the customer’s needs are properly addressed, and properly motivate all parties to provide the best possible service.  Unfortunately, the rapid rate of development in this marketplace means that the onus is on the buyer to ensure that SLAs with their vendors are structured appropriately to protect their interests.  In more mature and stable markets this is less of an issue as SLAs tend to evolve to a mutually agreeable structures using standard metrics, with negotiations, if any, revolving around specific quantitative factors.

However, in newly emerging areas, for example the wide range of business offerings available under the “ASP” rubric
, neither the offerings nor the parties have matured sufficiently to have good SLA structures.  In such cases, it is incumbent on the purchaser of the service to negotiate SLA terms appropriate to their needs.  The vendors cannot be relied upon here – vendor SLAs in such situations are frequently derived from what the vendor perceives to be ‘similar’ businesses, mixed with a healthy dose of vendor/service specific internal metrics which are all but irrelevant to the end user’s expectations. Additionally, vendors typically fix the vocabulary of discussion firmly in the vendor’s lexicon; i.e. the purchaser does not really know what is being agreed to.  Caveat emptor!
This paper presents approaches and techniques that can be used in negotiating an SLA in a new area or with a new type of vendor.  While the specifics of the situation will dictate the details of the agreement, these approaches are flexible and high level enough that they can be applied in a wide variety of situations.

Why do you need an SLA ?

It is important to keep in mind why you have an SLA to begin with.  The purpose of an SLA is to maximize the incentives on the vendors involved to meet or exceed your requirements, to provide a clear, unambiguous and unbiased evaluation of this performance, and finally, in the case where the performance falls below a clearly defined levels provides for penalties and ultimately contract termination to allow a change of vendor.

SLAs should not be viewed as mechanisms to punish a vendor for failing to meet unrealistic or irrelevant goals, nor to provide a ‘cost avoidance’ revenue stream.  The premise here is that the services being provided under the SLA are important and are being provided under commercial terms which have been properly negotiated.  Consequently, the goal is to ensure the services are available and reliable.

Of course, if the vendor contract was poorly negotiated to begin with, for example over-priced or with performance levels that are too low, then the SLA may be viewed in a different light.  Note that the contract terms must be viewed holistically; specifying higher than necessary performance requirements can lead to higher prices as easily as low pricing may result in less than (actually) required performance.

Performance Monitoring

How can vendor performance be evaluated?  This is often a difficult question.  From the customer’s point of view, poor performance, like pornography is “hard to define but easy to recognize.”  Unfortunately, a more quantitative criteria is needed to form the basis of a contractual relationship.  While the details of how to measure performance in any particular situation will depend on the specifics of that situation, some general guidelines can be given:

· Get as close to the end user/application as possible.  While it may be true that there are elements in the service delivery chain that the vendor is not in complete control of, it is none the less appropriate for them to take substantial responsibility in situations where they have chosen sub-contractors or partners.  After all, their professional judgment is part of what you are paying for and they should be held accountable for it. They should have solid SLAs with their vendors too!

· Do not rely heavily on vendor ‘internal metrics’ – e.g. guarantees that their data centers will be connected 99.99% of the time.  While its is likely true that failure to maintain such ‘internal quality’ will result in your service being less than desirable, the converse is not true.

· Just as the IRS has its “Alternative Minimum Tax”, you can have more than one (possibly disparate) mechanisms for measuring performance and a set of rules for determining how these are interpreted.

· Add in realistic geographic and time elements to the evaluation processes.  Normally, it is a good idea to have monitoring performed and results available on a 7x24 basis even in situations where because of the nature of the service the performance metrics are only evaluated on a more restricted time window, e.g. stock market hours.  Such data can be tracked over time and can be an early warning sign of potential problems – before they impact user experience. 

· Likewise, it is sometimes useful to monitor more than what is strictly required for the ‘penalty’ portions of an SLA.  For example, if standby equipment is supposed to be operational in order to guard against a failure, then the existence and availability of the spare elements should be monitored on the same schedule as used for the primary equipment.  It is surprisingly common to find that backup equipment is not operating properly only after the primary has failed.

· Do not rely (or at least have a guaranteed right to change away from) vendor self measurement.  If your own organization is not capable of handling the ongoing monitoring processes, then a third party should be used.  Since the details of how things are to be monitored may get technically, and operationally, involved, you can have your vendor choose the third party monitoring agent while you reserve the right to approve the final choice, such approval to be “not unreasonably withheld”.  Such monitoring normally has a cost associated with it so be sure it is clear in the contract who is responsible for such costs. In the case of a large contract this would normally be part of the vendor’s responsibility, while in a small contract it may be negotiated as your responsibility.

· While rather weak, language such as ‘not less than that commonly employed in the industry
’  can be used in situations where it is not possible to be more specific.

· It may be useful to measure failures as well as parameters of successes.  This is particularly important in cases where the operation may be automatically ‘re-tried’ (e.g. packet transmission, or email delivery).

· Be particularly careful in setting performance thresholds on primitives that may be automatically re-tried since it may not be obvious what the impact of variations in these metrics would translate into in terms of end user experience
.

Evaluation Window

In determining the period of time over which to perform the quantitative evaluation of service level, keep in mind that the longer the period, the easier it is to meet any given service level, whereas the shorter the period, the more administrative overhead is created. A monthly evaluation period is a good compromise in terms of the amount of paperwork involved, and furthermore has the advantage of lining up with normal billing practices.

Vendor SLAs sometimes propose a quarterly evaluation process.  Unless they can convince you that there is a real cost to going with the monthly process, and that somehow it is to your benefit, then it is better to go with a monthly (or more frequent if your business demands it) period.

In terms of hours per month, 0.1% corresponds to 43 minutes.  In order to measure reliably to within a 0.1% level, you need to ‘sample’ performance several times during each such period, or approximately once every 10 – 15 minutes at a minimum.  In cases where the sampling is to be performed from multiple remote locations, sampling at a rate of greater than once per 15 minutes (and synchronizing the results) becomes rather complex, possibly requiring dedicated resources
.  Consequently, trying to specify service levels to greater than 0.1% or 0.2%, with geographically distributed sampling points, is not feasible unless you are willing to invest time and cost in the measurement mechanisms themselves.

Recognize that periodic system maintenance may be required and provide for this with normal ‘Green Windows’ ; agreed upon times that the vendor can perform such maintenance without being penalized by the SLA.  Prior notice may be required for the vendor to perform such maintenance even within the Green Windows.  Remember that Green Windows are there to allow such maintenance to be performed if necessary – monitoring should not be routinely turned off for all Green Windows.  Finally, if your vendor has a standard set of Green Windows, it is a good idea to accept those unless you have a valid reason to insist on different times.  It is better to have such maintenance performed as part of an on-going process operated by your vendor than in some custom fashion applicable only to you.

Maximize Incentives

At this point, let us take a look at how to structure the penalty mechanisms that are associated with the performance metrics.  Some general guides are:

· Don’t have a single ‘cliff like’ performance threshold 

· Do have an accelerating penalty schedule

· Do have a breach provision

· Seriously consider a performance bonus ?

Service Level
Consequence

99.8% to 100%
Bonus Earned

99.5% to 99.8%
-

99.2% to 99.5%
20% invoice reduction

99.0% to 99.2%
50% invoice reduction

98.0% to 99.0%
100% invoice reduction

< 98.0%
100% invoice reduction & breach

Example performance/penalty matrix.

The penalty matrix shown above embodies the aforementioned goals.  There is a relatively continuous range of ‘problem times’ during which there is still an incentive on the part of the vendor to work hard to resolve the problem, although the penalties do accelerate rapidly. At some point (in the example case 98%) the penalty changes from financial to contractual (i.e. breach of contract).  While it may appear that a 100% invoice reduction is sufficient, if that were the ultimate penalty, you would not have the ability to change vendors without termination penalties.  This would be ludicrous, you should have a breach clause here.  You may also want to put in a penalty or even breach clauses for chronically mediocre behavior – for example two consecutive months at the 99.2% or below level might be another breach trigger, as could for example an average over three months of less than 99.7% etc..  Obviously, the specific breakpoints and percent penalties mentioned here are for example only – try and relate them to the business impact you would suffer should performance over time be at a particular level and then pad the numbers on the safe side.

When you have geographically distributed testing you may also need to determine how to handle situations where differing performance is experienced at different locations.  You can of course simply do a straight averaging.  The problem with this is that chronic performance at a single location can be ‘diluted down’ by good performance at other locations – not normally a good solution.  On the other hand, simply raising the performance levels so high as to avoid this possibility, creates a situation where the levels are really much higher than needed – which would result in higher vendor costs.  Rather than this brute force approach, you can deal with this contingency be having additional criteria for penalties.  For example, you could (in addition to an overall averaging process) also specify that additional ‘failures’ occur in situations where consecutive samples (possibly above some threshold, e.g. once three successive failures have occurred from a single location, each additional failure counts as 1.5 failures)  from a single location fail.  These additional ‘failures’, added into the overall test results would counteract the natural dilution process when there are numerous remote testing locations.

There are two ‘psychological’ levers that can also be productively used here.  The first is to use a ‘bonus’ for exceptional service achievement.  This is not in reality an economic motivation at all.  In fact, its probably better that the amount of money involved be relatively small say $1,000 or no more that 2% of the normal monthly billing, whichever is the lesser so as to avoid it being viewed in economic terms at all.  Keep the amount of money small enough that it is more likely to be used to take the operations staff out for pizza than to be used to bolster the vendor’s quarterly earnings results.

Computer and network operations staff are used to management attention only when things go wrong.  When things are running smoothly, they are at best ignored, and at worst viewed as a cost center to be trimmed.  Winning such a ‘bonus’ can generate an inordinate amount of goodwill towards you, the customer, goodwill that can make the difference in going that extra mile when things are not going well.

The second psychological lever, although it also has several other desirable attributes, is to require the vendor to certify performance and apply any adjustments, on the normal service invoice cycle.  It is not uncommon for a vendor to invoice a customer at the full contracted level, with the customer having the responsibility to ‘request’ an adjustment within a certain time period (or lose the right to an adjustment).  Senior vendor management is typically very aware of invoice amounts (their revenue) whereas delayed ‘adjustments’ do not seem to have anywhere near the same visibility. 

Negotiations

SLAs should be negotiated as part of the initial contract.  If it is not possible to completely specify the detailed quantitative elements of the agreement at that time, then the overall structure should be negotiated, and target levels set – possibly with an agreement to track but not enforce penalties during a start up period.  You can if necessary agree to re-negotiate the actual levels in good faith at the end of the start-up period.  

The overall structure of an SLA normally is more important than the specific values.  That being said, from a negotiating point of view, it is better to be in the position of the vendor trying to negotiate a decrease in performance than for you to be trying to negotiate an increase.

Things to keep in mind during negotiations: 

· Negotiate with the sales organization –their motivation to close the deal and their inherent optimism can sometimes work to your advantage.

· Vendor marketing materials can be a fertile source of leverage

· Make sure your own team is playing from the same sheet music – it sounds obvious but can easily be overlooked.

· Focus on the structure first

Conclusion

A well thought out and negotiated SLA can be a significant benefit to both vendor and consumer.  As in the case of contracts in general, they are more visible in their absence than in their presence; its when you have a poorly constructed agreement and a problem arises that the lack of a solid agreement becomes painfully evident.

Hopefully, this paper can help in putting a good framework in place – even if you are sure you won’t need it.
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Other papers in this series may be found at http://www.E-insights.com
� ASP = Application Service Provider, SSP = Storage Service Provider, MSP = Management Service Provider, etc., etc., etc..


� Properly worded as appropriate to the region and contract as a whole by legal counsel.


� For example think of the impact packet loss has on the experience of loading a web page.  Since the TCP protocol will automatically re-send lost packets, as long as the packet loss rate is low there is little if any noticeable difference.  However, as the loss rate increases, even the ‘re-transmitted’ packets may in turn get lost and the end user experience can very rapidly (and non-linearly) degrade.


� As opposed to using commercially available services which perform sampling for many customers using shared resources.





E-insights, LLC. © 2000.

8

[image: image2.png]